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Semantic Segmentation Task

Objects appearing in the image:

DI el R http://www.robots.ox.ac.uk/~szheng/crfasrnnde

Zheng et al. “Conditional Random Fields as Recurrent Neural Networks”, ICCV 2015



http://www.robots.ox.ac.uk/~szheng/crfasrnndemo

Semantic Segmentation Task

The goal of semantic segmentation is:
Given an image "Qassociate to each pixel (»h{D a label from .

The result of segmentation is a map of labels containing in each pixel the
estimated class.

Remark: In this image there is no
distinction among persons.

Segmentation does not separate different
instances belonging to the same class.
That would be instance segmentation.

http://www.robots.ox.ac.uk/~szhenqg/crfasrnnder
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Training Set

The training set is made of pairs "BO"Y where the GT is a pixel-wise
annotated image over the categories in ¥
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http://cocodataset.org/
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Training Set

The training set is made of pairs "“@O"Y where the GT is a pixel-wise
annotated image over the categories in ¥

Training set very difficult to annotate J

Microsoft COCO dataset provides 200.000 annoated images
over 8o categories

(humans have joints annotated as well)

http://cocodataset.org/



Semantic Segmentation by Fully
Convolutional Neural Networks

Predicting dense outputs for arbitrary-sized inputs
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This CVPR2015 paper is the Open Access version, provided by the Computer Vision Foundation.

The authoritative version of this paper 1s available in IEEE Xplore.
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Simple Solution (1): Direct Heatmap Predictions

We can assign the predicted label in the heatmap to the whole receptive
field, however that would be a very coarse estimate

tabby cat heatmap
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Long, Jonathan, Evan Shelhamer, and Trevor Darrell. "Fully convolutional networks for semantic segmentation.“ CVPR 2015



Simple Solution (1): Direct Heatmap Predictions

Very coarse estimates

Input image heatmaps output labels
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Simple Solution (2): The Shift and Stich

Shift and Stich: Assume there is a ratio ‘Qbetween the size of input and of
the output heatmap

A Compute heatmaps for all | possible shifts of the input (M 1 "Q

A Map predictions from the I heatmaps to the image: each pixel in the
heatmap provides prediction of the central pixel of the receptive field

A Interleave the heatmaps to form an image as large as the input
This exploits the whole depth of the network
Efficient implementation through the a trous algorithm in wavelet

However, the upsampling method is very rigid

Long, Jonathan, Evan Shelhamer, and Trevor Darrell. "Fully convolutional networks for semantic segmentation.“ CVPR 2015



Input image heatmaps output labels
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Simple Solution (3): Only Convolutions

What if we avoid any pooling (just convad and activation layers)?

A Very small receptive field

A Very inefficient

Conv

CS231n: Convolutional Neural Networks for Visual Recognition http://cs231n.github.io/

Conv

Conv

Conv

argmax
—


http://cs231n.stanford.edu/
http://cs231n.github.io/

Drawbacks of convolutions only

On the one hand we need to “go deep” to extract high level information
on the image

On the other hand we want to stay local not to loose spatial resolution in
the predictions

Semantic segmentation faces an inherent tension between semantics and
location:

A global information resolves what, while

A I

Evan , and Trevor Darrell. "Fully convolutional networks for semantic segmentation.” CVPR 2015



